
Conformal Next-Word Predictions

     Figure 1: Set-value prediction criterion results for POS prediction.                    Figure 2: Set-value prediction criterion
                                                                                                                                                              results for MLM.
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Figure 3: Histograms of conformal prediction set sizes for both of our tasks. Specifically, (a) and (b) show the set sizes for POS  

n                   prediction at the 99% confidence level for BiLSTM and BPS respectively. Similarly, (c) shows the set sizes for MLM at 
n                   the 95% confidence level.
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[',', 'be', 'seem']ABSTRACT

We have a green unlabelled observation (z*) of (.75, -.4), we can calculate α*
0 = 4.0259 

and α*
1 = .02484, denoted (0) and (1) on the histogram

4). We calculate P-values for the classification of 0 or 1 for z*, with 
pj = (#{αi ≥ α*

j}+1) / (n+1). Given a confidence level CL, if pj ≥ 1 - CL then the j-th 
classification is in our prediction set

The P-values of our green observation are
p0 = .17     p1 = .83

 Making out 90% and 80% confidence sets:
      90%: {0,1}        80%: {1}    
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Modern machine learning algorithms are capable of providing 
remarkably accurate point-predictions; however, questions remain 
about their statistical reliability. Unlike conventional machine 
learning methods, conformal prediction algorithms return 
confidence sets (i.e., set-valued predictions) that correspond to a 
given significance level. Moreover, these confidence sets are valid 
in the sense that they guarantee finite sample control over type 1 
error probabilities, allowing the practitioner to choose an 
acceptable error rate. In our paper, we propose inductive 
conformal prediction (ICP) algorithms for the tasks of text infilling 
and part-of-speech (POS) prediction for natural language data. We 
construct new conformal prediction-enhanced bidirectional 
encoder representations from transformers (BERT) and 
bidirectional long short-term memory (BiLSTM) algorithms for POS 
tagging and a new conformal prediction- enhanced BERT 
algorithm for text infilling. We analyze the performance of the 
algorithms in simulations using the Brown Corpus, which contains 
over 57,000 sentences. Our results demonstrate that the ICP 
algorithms are able to produce valid set-valued predictions that are 
small enough to be applicable in real-world applications. We also 
provide a real data example for how our proposed set-valued 
predictions can improve machine generated audio transcriptions.

Conformal Predictions
BILSTM Schematic
BERT Schematic
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BiLSTM / BERT

My dog is cute.
Nonconformity score: ɑ = 1 - [model probability output for true word or part of speech]

In the above example sentence, nonconformity scores for parts of speech other than noun would be very high, as the context indicates the word is 
something being possessed and is described by another word, indicated by the presence of “my” and “is”.  Similarly for the MLM case, words such 
as “cat” and “sister” would be expected to have low nonconformity scores, as these are often things one would describe as theirs and can be cute. 

COMBINING THEM

 Conclusions:

● Our results demonstrate that the ICP algorithms are able to 
produce valid set-valued predictions that are small enough 
to be applicable in real-world situations.

 
● BERT-based conformal prediction sets are extremely 

effective in predicting both POS and masked words, which 
is unsurprising seeing as BERT is the dominant model for 
many NLP tasks at the moment.

● The complexity of models like BERT or BiLSTM was 
necessary, as our previous attempts using simpler 
nonconformity functions were not able to produce as 
efficient confidence sets.

 Future Research:

● We may explore different nonconformity scores to get the 
BERT MLM prediction intervals even smaller.

● Since we obtained valid results, we may try to branch out 
and implement ICP algorithms onto other NLP tasks.
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QR code for our paper & the rest of our references

Consider a toy example of binary 
classification, blue has label 0, orange has 

label 1

1). We define nonconformity function A which 
takes in the set of observations, a select 
observation and a classification and outputs 
the “oddity” of the pairing

You can see our definition of A next to the 
histogram

2). For each of the n observations (denoted ž) 
with label y, we let Z = Total Observations ∖ ž. 
We calculate αi=A(Z,ž,y) for the i-th 
observation

Observe how the location of points relative to 
the mean influence the value of A

3). For a new observation z*, Z our total set of 
labelled observations. Conditioning y to be 0 
or 1, defining α*

0 = A(Z, z*, 0) and 
α*

1 = A(Z, z*, 1)

(1)
(0)

The following is an example of our text-infilling model used as a 
post-hoc analysis tool for speech recognition software. We applied 
our model to an audio transcript of Michelle Obama’s TED Talk 
from 2009. The speech recognition software was not able to detect 
all words of the speech, and the <UNK> symbol represents a word 
not able to be detected. Below are three excerpts from the speech 
with missing words denoted, as well as the correct words and our 
model’s 75% confidence set prediction:

Example 1:
“...to go with him to a community <UNK>. But when we met, Barack was a 
community organizer.”

Correct Word: meeting
Prediction Set: ['college', 'center', 'event', 'conference', 'meeting', 'dinner', 
'gathering']

Example 2:
“And he urged the people in that meeting in that community to devote themselves 
to closing the gap between those two ideas, to work together to try to make the 
world as it is and the world as it should <UNK> one and the same.”

Correct Word: be
Prediction Set: [',', 'be', 'seem']

Example 3:
“ And they opened many new doors for millions of female doctors and nurses and 
artists and authors all of whom have <UNK> <UNK>. And by getting a good 
education you too can control your own destiny. ”

Correct Words: followed, them
Prediction Sets: ['joined', 'followed', 'loved', 'taught', 'inspired', 'influenced'] ; 

   ['you', 'me', 'them', 'through', 'suit']

Note: the prediction sets for Example 3 were constructed separately, using only one 
masked word at a time and filling in the corresponding correct word for the other

Add a recursive process in a neural network 
to accommodate language (as a sequence).

Information before and after our 
prediction can provide context so we 
run this process in both directions.

Add LSTM architecture to help with 
computational issues and add accuracy with 

longer input sequences, this is a BiLSTM.

Consider a toy example of binary classification, 
blue has label 0, orange has label 1

Basic unit of BERT is the transformer, 
shown above [3].  BERT allows transformer 
model to look both forwards and backwards 

in a sentence.

Inputs to the BERT model are summed as 
shown, allowing the model to capture 

aspects of language such as position.  In 
our use case, one of the words would be 

masked and the context of the sentence is 
used to fill in the masked word.


