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Results and Experimentation

Dense subgraph discovery on 
bipartite graphs has applications in 
fraudster detection, gene-disease 
correlation discovery, and community 
search.
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A bi-core or -core is a definition of 
dense subgraph on a bipartite graph. It’s a 
natural bipartite extension of the classic 
-core decomposition problem.  A 
-core, formally, is the maximal induced 
subgraph with vertices  s.t. 
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u ∈ U, v ∈ V
deg(u) ≥ α, deg(v) ≥ β

The new era of Moore’s Law requires 
parallelism in algorithms for them to be 
scalable to large real-world graphs.

We develop the first shared-memory work-efficient parallel bi-core 
decomposition algorithm with nontrivial parallelism and provide practically 
fast implementation.

Implementation and Optimizations

Parallel Bi-core Decomposition
Our parallel algorithm is peeling-based, which means that it solves the problem of 
bi-core decomposition by removing vertices with a minimum induced degree in 
parallel. When removing a vertex, it records its maximal  values. 

For our algorithm to remove vertices in parallel, we use a parallel bucketing 
structure introduced by Dhulipala et al. to organize vertices into buckets based on 
their induced degrees. Then, we employ a novel parallel exponential search 
algorithm to find the non-empty bucket of vertices with minimum induced-degree 
and remove them in parallel using an aggregated parallel delete-update 
subroutine.   

α, β

Find set of vertices with 
minimum induced degree

Remove these vertices

Aggregate and update 
their neighbors’ degrees

Repeat until 
graph is empty

Existing Ours

Work

Span

O(δm) or O(m1.5) O(δm) or O(m1.5)

O(m) O(ρ log n)

The theoretically efficient algorithm described has superfluous parallelism. In our 
practically fast implementation, we only parallelize between rounds of peeling.  We 
implement our algorithm with the GBBS (Graph Based Benchmark Suite) framework. 
We also prune the peeling space of the algorithm to further optimize its practical 
runtime:
Peeling Space Pruning
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runtime of querying 
algorithm: 22x speedup 
over existing sequential 
query.

parallel index 
construction - linear
(graph vs seconds)

Complexity Results
, and is defined as the 

maximal value such that the 
-core is non-empty

δ ≤ m

(δ, δ)
, and is the number of 

rounds of peeling.  
is, in practice, 2-3 orders of 
magnitude smaller than 

ρ ≤ n
ρ log(n)

m

We also prove that the problem of finding -core 
is P-complete. Under the standard assumption that 

, that means this problem is impossible to solve 
with poly-logarithmic span (or poly-logarithmic time on 
a parallel machine)

(α, β)

P ≠ NC
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- We created a work-efficient shared-memory parallel algorithm that 
improves upon the span of previous work,

- 44x max speedup over a sequential algorithm

- 2.9x speedup over current parallel implementations

- In addition, we introduce parallel bi-core index construction and a querying 
algorithm

- We hope to later study the tradeoff between work-efficiency and practical 
speed

Conclusion

To analyze the complexity of a parallel 
algorithm, we use the work-span model, 
shown on the right.

Tp ≤ T∞ +
T1 − T∞

p
We achieve up to a 14x 
self-relative speedup.

We see a 23-44x increase over the baseline 
sequential algorithm and 2.9x speedup over 

current parallel algorithms.

sequential vs parallel run times with 30-threads (log scale)

We used a 30-core, 2-way hyper threading CPu @3.1 GHz from Google Cloud 
Platform. We run our experiments on real-world graphs obtained from the 
KONECT graph database.
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