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Artificial Intelligence (AI) is the ability of a machine to process information such that it can 
perform complex tasks that typically require human intelligence. Machine Learning is a subset 
of AI that focuses on training the algorithm to learn from past experiences without being 
explicitly programmed. Deep learning is a type of machine learning technique based on neural 
networks which helps to automatically extract patterns in raw data to perform a task. In this 
study, we implement Long Short-Term Memory (LSTM), a particular type of deep learning 
model, to predict the next day’s closing price of the Standard & Poor’s 500 index. A carefully 
selected set of features is picked to aid in analyzing the behavior of the index, as well as provide 
further reliability in the prediction. Single-layer models are considered, and the performances 
of these LSTM models are compared using the standard performance metrics to identify the 
best model. Various hyperparameter tuning and model selections strategies are used to test the 
effectiveness and resilience of the obtained model.

          Motivation and Research Overview 
● Algorithmic trading, portfolio optimization, fraud detection, etc.

● Stocks selections in actively managed funds and ETFs (e.g. IETC)

● AI/Robo empowered financial advising and portfolio 

management

● Managing retirement accounts(e.g. IRA, Roth IRA, 401K, 403b)

● Increasing trend in Machine Learning/Deep Learning related 

research

 

 

Dataset Exploration

Method: Long Short-Term Memory (LSTM) Model Building
Long Short-Term Memory (LSTM) is a popular deep learning technique in the scope of Recurrent Neural Networking for 
time series prediction. LSTM is considered more efficient in learning long-term dependencies to avoid vanishing 
gradient. It does this using memory cells consisting of an input layer, a hidden layer, a cell state, and an output layer that 
compute the following formulations:

Performance Metrics
Several different options are considered with differing neurons, batch sizes, and 
learning rates. For each model, performance reliability and accuracy are assessed by 
calculating three different performance metrics: RMSE, MAPE, and R. These metrics 
can be written algebraically as:

 

Experiment and Results

Remarks: As you can see in the graph above, as the number of neurons increased the average RMSE and 
MAPE scores decreased, while the average R value and computing time increased.

Remarks: 
● This is the result from the best performing model 

with 200 neurons.
● Left graph: In (a), the black curve is the actual time 

series, the purple curve is the prediction in the 
training data, and the green curve is the prediction 
in the test data. Graph (b) is the zoomed version of 
the prediction in the test data.

● Right graph: Graph of true vs. predicted values. The 
blue dots are aligned along a red dotted line that 
represents the y=x line of best fit. Graph (a) is for 
training data and graph (b) is for test data.

Through diligent testing of numerous models, it was determined the best performing 
optimizer was Adagrad. For each number of tested neurons (10, 30, 50, 100, 150, 200), 
differing learning rates and batch sizes were implemented. Using 50 epochs and 30 
replicates, the results for each model are as follows:

Conclusion
● As shown, the prediction of stock prices is no easy task due to such nonlinear behavior.
● This study aimed to predict the next day closing price of S&P 500 by using a well-balanced set 

of input features.
● Experimental results show that a single-layer LSTM model with 200 neurons can predict the 

S&P 500 closing price with higher accuracy as compared to other models.
● The prediction accuracy could be further improved by adding other features, including the text 

data.
● Interested stakeholders can utilize the results from the proposed model as additional 

information to make investment decisions.
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As you can tell, the numbers gradually decrease as more and more neurons are added. The 
models also produced numerous visualizations that provide us with important information.

Hyperparameter Tuning
In order to find the best possible hyper parameters for the given models,  several tests 
were run using differing optimizers, learning rates, and batch sizes. The optimizers 
used were Adam, Adagrad, and Nadam, whereas the learning rates were 0.1, 0.01, 
0.001, and 0.0001. Similarly, 4, 8, and 16 batch sizes were considered. For this training 
process, 50 epochs and 10 replicates were used.

S&P Close Price & Moving Averages

Input Features Correlation Heatmap

Hyper parameter tuning for 50 neurons

LSTM Architecture Mathematical formulations

Proposed Model Framework with Data Features

 

 

 

Average Scores

Best Model Predictions True vs. Predicted Values

Distribution of Performance Scores

Remarks: 
● We can see the RMSE and MAPE scores are decreasing as the number of neurons are increased.
● Meanwhile, the R score is trending upward.
● Based on the distribution, the LSTM with 200 neurons can be considered as the best performing model as 

compared to others.

Figure: Financial Applications of Machine Learning

Six best performing models

Overview of Time Series Model
Given a series of data, an Autoregressive-Moving-Average Model is a tool that can predict future 
values in a series. It is used mostly to describe stochastic processes involving two polynomials: one for 
Autoregression (p) and one for Moving-Average (q). The model can be represented by the following 
equation:

(Data from 1/26/2006 - 8/27/2021)

● For each model, we executed 36 different instances and the best parameters were 
selected based on the smallest average RMSE. 

● The left table provides information about all the models and their best hyper 
parameters obtained from the experiment.

● The right table provides the detailed hyper parameter tuning results for one 
specific model with 50 neurons.
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The figure below represents the proposed LSTM model implementation framework. In each time step, the multivariate 
input sequence consisting of 11 features is fed into the LSTM continuously until the output is transmitted to a fully 
connected layer. Then, a linear activation function is applied to predict the closing price.
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