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Abstract

Deal or No Deal, a game show that features nine
rounds of high stakes player decisions, aired in the
United States beginning in 2005. Utility theory helps
to explain the rationale of the players at each stage
of the game, as well as derive an optimal strategy
for maximizing one’s winnings. Using empirical data
compiled by Post et al. (2008) and a simulation of
1000 players, one can develop models to predict
what amount of money the banker will offer at the
end of each round and in what conditions a player
will take this offer, the deal. While other supervised
learning algorithms were explored, regression and
neural networks yielded accuracies of at least 80%
at each stage of testing. A deep neural network
yielding an R2 value of 0.95 and comparatively low
mean error was chosen as the best for predicting
the banker offer. To further explore other avenues
of intelligent gameplay, reinforcement learning
techniques were used to implement a deep
Q-network to play the game and be compared to
simulate contestants. A path-dependent utility
function was implemented to describe empirical
and simulated player decisions, and players chose
the option with higher utility over 85% of the time.
Future work will include nesting the utility function in
models of stochastic choice, such as the tremble
model, to account for errors in player judgement.

Banker Model

• In the show, the algorithm for the banker’s offer is
a little more complex than one might think.

• We opted to create a model using supervised
learning in attempt to make banker predictions
with high accuracy (75% training, 25% test).

• A log linear regression seemed fairly accurate at
first. Could we do better?
ln( ̂Bank Offer) = β0 + β1 ln( ̂Expected V alue) + β2 ̂Remaining Cases

• How did other machine learning methods com-
pare?

Initial Banker Models
Model MAE RMSE R2

Log Linear Regression 13977.03 22824.64 0.92
Random Forest 15372.02 23571.23 0.91

kNN (k=8) 16181.01 22654.55 0.92
Deep Neural Net 11368.58 16849.30 0.95
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Predicting the Banker Offer with
Deep Learning

• Inputs into the Deep Neural Network:
– Round Number
– Status of Each Case
– Number of Remaining Cases on Board
– Bank Offer from the Previous Round
– Expected Value

Predicted
Value for

Bank Offer

Input Layer 

(8) Hidden Layers 

Output Layer 

• Activation Functions:
– Sigmoid (input layer)
– Rectified Linear Unit (ReLU) function for hidden

layers
• Measures of Fit:
– Mean Absolute Error: 11,000-13,000
– Mean Squared Error: 16,000-19,000
–R2: approximately 0.94-0.957

Modeling Player Decisions with
Utility Theory

Using a logistic regression model on empirical data,
we can simulate player predictions with precision:
• The model is trained on the dataset from Post et al.
• Outputs probability of the player taking the deal.
• A cutoff of 50% probability is used to generate the
decision of the player.

Using this model, we predicted the player’s decision
with only 7.3% misclassification error.
Various utility functions were applied to the data to
see what functions yielded the best fit. So far, the
best utility model uses a variant on an expo-power
function:

u(w) =
1− e

−β·w1−α
1−α

β
• Utility for a deal is the bank offer plus the scaled
difference between the expected value of the round
and the expected value that had been predicted for
that round:

u(Bank Offer) + 0.1 · (EV − PEV )

• Utility for a no deal is the the average expected util-
ity over all possible states of the next round, plus a
scaled average predicted banker offer.

Optimizing Player Behavior with
Reinforcement Learning

We developed a reinforced learning algorithm that
utilizes a Deep-Q-Network (DQN) intelligent agent:
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(Round, Cases,

Offer)

Deep Neural
Network

DQN Agent "Jeff" Policy
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No Deal

Choose an action to
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Deal or No Deal
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• ε-Greedy Policy for action a at state s for ε ∈ [0, 1]

as =

{
max(Q∗(s, a)) with prob. 1− ε
choose random a with prob. ε

Reinforcement Learning Results

• We decided to name the DQN agent “Jeff”.
• Jeff tends to end the game early, often going with
safer offers without maximizing winnings
compared to human players.

• The DQN agent occasionally prioritizes playing
through all 9 rounds from times it remembers
constantly saying “no deal” and walking away
with a big case (eg. $1,000,000). This creates a
sporadic distribution of ending rounds.

• Jeff went home with more money than the
simulated contestants 42.3% of the time (lots of
room for improvement).

Conclusions

• A utility theory model coupled with deep learning
can predict player decisions with fairly high
accuracy. However, the model has a lot of room
for improvement. One big consideration is
adding a error term to correct for a randomness
(stochastic) factor in human decision making.

• Reinforcement learning looks like a promising
strategy to optimize player decision-making, but
it requires a lot of fine tuning, and is unlikely to
perform better than a supervised process.
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